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Partial Observability



Partially Observable Markov Decision Process

A POMDP is described by a model 𝒫︀ = (𝒮︀,𝒜︀,𝒪︀, 𝑇 ,𝑅,𝑂, 𝑃 , 𝛾).

• States 𝑠𝑡 ∈ 𝒮︀ ,

• Actions 𝑎𝑡 ∈ 𝒜︀,

• Observations 𝑜𝑡 ∈ 𝒪︀,

• Discount 𝛾 ∈ [0, 1),

• Transition 𝑇(𝑠𝑡+1|𝑠𝑡, 𝑎𝑡),

• Reward 𝑟𝑡 = 𝑅(𝑠𝑡, 𝑎𝑡),
• Perception 𝑂(𝑜𝑡|𝑠𝑡),
• Initialization 𝑃(𝑠0).

4/42



History-Dependent Policies

The history at time 𝑡 is ℎ𝑡 = (𝑜0, 𝑎0,…, 𝑜𝑡) ∈ ℋ︀.

Def. 1: History-dependent policy.

A history-dependent policy 𝜂 ∈ Η = ℋ︀ → Δ(𝒜︀) is a mapping from histo

ries to distributions over the actions, with density 𝜂(𝑎|ℎ).
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History-Dependent Policies

NB: POMDP ≈ MDP whose state is the history: the “history MDP”.
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History-Dependent Reinforcement Learning

The problem of RL in POMDP is to find an optimal history-dependent policy,

𝜂∗ ∈ argmax
𝜂∈Η

𝔼𝜂[∑
∞

𝑡=0
𝛾𝑡𝑅𝑡]

⏟
𝐽(𝜂)

,

from samples (𝑜0, 𝑎0, 𝑟0,…, 𝑜𝑛).
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Asymmetric Observability



Asymmetric Observability

Decision process Execution Training Generality

MDP Too optimistic.

POMDP Too pessimistic.

Privileged POMDP Too optimistic.

Informed POMDP Just right?

Examples: simulator state, trajectory in hindsight, additional sensors, addi

tional viewpoints, observations of other agents, etc.
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From the POMDP…

The problem of RL in POMDP is to find an optimal history-dependent policy,

𝜂∗ ∈ argmax
𝜂∈Η

𝔼𝜂[∑
∞

𝑡=0
𝛾𝑡𝑅𝑡]

⏟
𝐽(𝜂)

,

from samples (𝑜0, 𝑎0, 𝑟0,…, 𝑜𝑛).
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…to the Informed POMDP

The problem of RL in POMDP is to find an optimal history-dependent policy,

𝜂∗ ∈ argmax
𝜂∈Η

𝔼𝜂[∑
∞

𝑡=0
𝛾𝑡𝑅𝑡]

⏟
𝐽(𝜂)

,

from samples (𝑖0, 𝑜0, 𝑎0, 𝑟0,…, 𝑖𝑛, 𝑜𝑛) with 𝑠 ⟂ 𝑜 | 𝑖 (Lambrechts et al., 2024).
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Asymmetric Learning



Asymmetric Reinforcement Learning

Asymmetric RL leverages 𝑖 to learn a policy 𝜂(𝑎|ℎ) faster (often, 𝑖 = 𝑠).

1. Imitation learning approaches:

• Learn an informed policy 𝜂(𝑎|ℎ, 𝑖) and imitate 𝜂(𝑎|ℎ) ≈ 𝜂(𝑎|ℎ, 𝑖).

2. Representation learning approaches:

• Learn to predict the belief 𝑞(𝑖|ℎ) as an auxiliary loss.

3. Model-based approaches:

• Learn to predict next information 𝑞(𝑟, 𝑖′|ℎ, 𝑎) instead of next observation.

4. Informed actor-critic approaches:

• Use additional information as input to the critic 𝑄𝜂(ℎ, 𝑖, 𝑎).

While initial methods were heuristic or biased, recent works have proposed 

theoretically grounded learning objectives (Baisero & Amato, 2022; Lambrechts et al., 

2024; Wang et al., 2023; Warrington et al., 2021).
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Asymmetric Actor-Critic

Actor-critic algorithms are policy-gradient methods with a critic 𝑄𝜂𝜓
𝜑 ≈ 𝑄𝜂𝜓 . 

The critic is only used in the policy-gradient → not needed at execution.

⇒ It can be informed with additional information: 𝑄𝜂𝜓(ℎ, 𝑎) → 𝑄𝜂𝜓(ℎ, 𝑖, 𝑎).

𝑄𝜂𝜓(ℎ, 𝑎) = 𝔼𝜂𝜓 [𝐺𝑡 | 𝐻𝑡 = ℎ,𝐴𝑡 = 𝑎]
𝑄𝜂𝜓(ℎ, 𝑖, 𝑎) = 𝔼𝜂𝜓 [𝐺𝑡 | 𝐻𝑡 = ℎ, 𝐼𝑡 = 𝑖,𝐴𝑡 = 𝑎]

The policy gradients becomes (Baisero & Amato, 2022; Ebi et al., 2026),

∇𝜓𝐽(𝜂𝜓) = 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝐻𝑡, 𝐼𝑡, 𝐴𝑡)∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)].

𝑖

ℎ

𝑄𝜂𝜓(ℎ, 𝑖, ·)

𝜂𝜓(· |ℎ)
𝑄𝜂𝜓(ℎ, 𝑖, 𝑎)∇𝜓 log 𝜂𝜓(𝑎|ℎ)
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Asymmetric Actor-Critic Methods are Effective

• Magnetic Control of Tokamak Plasma through Deep RL (Degrave et al., 2022).

• Champion-Level Drone Racing using Deep RL (Kaufmann et al., 2023).

• A Super-Human Vision-Based RL Agent in Gran Turismo (Vasco et al., 2024).

⇒ Effective in practice, but why?

Image credits: first, second, third. See also penn-pal-lab.github.io/aawr (Hu et al., 2025).
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Under Truncated Partial Observability

A Theoretical Justification for Asymmetric Actor-Critic Algorithms

Gaspard Lambrechts
1 *

Damien Ernst
1

Aditya Mahajan
2

Abstract

In reinforcement learning for partially observable
environments, many successful algorithms have
been developed within the asymmetric learning
paradigm. This paradigm leverages additional
state information available at training time for
faster learning. Although the proposed learning
objectives are usually theoretically sound, these
methods still lack a precise theoretical justifi-
cation for their potential benefits. We propose
such a justification for asymmetric actor-critic al-
gorithms with linear function approximators by
adapting a finite-time convergence analysis to this
setting. The resulting finite-time bound reveals
that the asymmetric critic eliminates error terms
arising from aliasing in the agent state.

1. Introduction

Reinforcement learning (RL) is an appealing framework
for solving decision making problems, notably because it
makes very few assumptions about the problem at hand.
In its purest form, the promise of an RL algorithm is to
learn an optimal behavior from interaction with an environ-
ment whose dynamics are unknown. More formally, an RL
algorithm aims to learn a policy – which is defined as a
mapping from observations to actions – from interaction
samples, in order to maximize a reward signal. While RL
has obtained empirical successes for a plethora of challeng-
ing problems ranging from games to robotics (Mnih et al.,
2015; Schrittwieser et al., 2020; Levine et al., 2015; Akkaya
et al., 2019), most of these achievements have assumed full
state observability. A more realistic assumption is partial
state observability, where only a partial observation of the
state of the environment is available for taking actions. In
this setting, the optimal action generally depends on the
complete history of past observations and actions. Tradi-

*Work done at McGill University and Mila Québec. 1Montefiore
Institute, University of Liège 2Department of Electrical and Com-
puter Engineering, McGill University. Correspondence to: Gas-
pard Lambrechts <gaspard.lambrechts@uliege.be>.

Proceedings of the 42nd International Conference on Machine
Learning, Vancouver, Canada. PMLR 267, 2025. Copyright 2025
by the author(s).

tional RL approaches have thus been adapted by considering
history-dependent policies, usually with a recurrent neural
network to process histories (Bakker, 2001; Wierstra et al.,
2007; Hausknecht & Stone, 2015; Heess et al., 2015; Zhang
et al., 2016; Zhu et al., 2017). Given the difficulty of learn-
ing effective history-dependent policies, various auxiliary
representation learning objectives have been proposed to
compress the history into useful representations (Igl et al.,
2018; Buesing et al., 2018; Guo et al., 2018; Gregor et al.,
2019; Han et al., 2019; Guo et al., 2020; Lee et al., 2020;
Subramanian et al., 2022; Ni et al., 2024). Such methods
usually seek to learn history representations that encode the
belief, defined as the posterior distributions over the states
given the history, which is a sufficient statistic of the history
for optimal control.

While these methods are theoretically able to learn optimal
history-dependent policies, they usually learn solely from
the partial state observations, which can be restrictive. In-
deed, assuming the same partial observability at training
time and execution time can be too pessimistic for many
environments, notably for those that are simulated. This mo-
tivated the asymmetric learning paradigm, where additional
state information available at training time is leveraged dur-
ing the process of learning a history-dependent policy. Al-
though the optimal policies obtained by asymmetric learning
are theoretically equivalent to those learned by symmetric
learning, the promise of asymmetric learning is to improve
the convergence speed. Early approaches proposed to imi-
tate a privileged policy conditioned on the state (Choudhury
et al., 2018), or to use an asymmetric critic conditioned
on the state (Pinto et al., 2018). These heuristic methods
initially lacked a theoretical framework, and a recent line
of work has focused on proposing theoretically grounded
asymmetric learning objectives. First, imitation learning
of a privileged policy was known to be suboptimal, and it
was addressed by constraining the privileged policy so that
its imitation results in an optimal policy for the partially
observable environment (Warrington et al., 2021). Simi-
larly, asymmetric actor-critic approaches were proven to
provide biased gradients, and an unbiased actor-critic ap-
proach was proposed by introducing the history-state value
function (Baisero & Amato, 2022). In model-based RL, sev-
eral works proposed world model objectives that are proved
to provide sufficient statistics of the history, by leveraging

1

)))
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Agent-State Policies

Def. 2: Agent-state of a history.

An agent-state 𝑧𝑡 = 𝑓(ℎ𝑡) = 𝑢(𝑓(ℎ𝑡−1), 𝑎𝑡−1, 𝑜𝑡) is a recurrent function.

Examples: sliding window, last observation, belief, etc.

The policy becomes 𝜂𝜓 = 𝜋𝜓 ∘ 𝑓  and its gradient2 becomes:

∇𝜓𝐽(𝜂𝜓) ≈ 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝑍𝑡, 𝐴𝑡) log 𝜋𝜓(𝐴𝑡|𝑍𝑡)]

≈ 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝑍𝑡, 𝐼𝑡, 𝐴𝑡) log 𝜋𝜓(𝐴𝑡|𝑍𝑡)].

2The Q-function should be timed for an exact policy gradient, we omit this here.
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Aliasing

If 𝑍𝑡 is not Markovian, even if is sufficient for control, we may have aliasing.

Let 𝑄̃𝜂𝜓(𝑧, 𝑎) and 𝑄̃𝜂𝜓(𝑧, 𝑖, 𝑎) be the fixed points of:

𝑄̃𝜂𝜓(𝑧, 𝑎) = 𝔼𝜂𝜓[𝑅0 + 𝛾𝑄̃𝜂𝜓(𝑍1, 𝐴1) | 𝑍0 = 𝑧,𝐴0 = 𝑎]

𝑄𝜂𝜓(𝑧, 𝑎) = 𝔼𝜂𝜓 [𝐺0 | 𝑍0 = 𝑧,𝐴0 = 𝑎]

𝑄̃𝜂𝜓(𝑧, 𝑖, 𝑎) = 𝔼𝜂𝜓[𝑅0 + 𝛾𝑄̃𝜂𝜓(𝑍1, 𝐼1, 𝐴1) | 𝑍0 = 𝑧, 𝐼0 = 𝑖,𝐴0 = 𝑎]

𝑄𝜂𝜓(𝑧, 𝑖, 𝑎) = 𝔼𝜂𝜓 [𝐺0 | 𝑍0 = 𝑧, 𝐼0 = 𝑖,𝐴0 = 𝑎]

Thm. 1: Aliasing bound (Cayci et al., 2024; Lambrechts et al., 2025).

In general, 𝑄𝜂𝜓(𝑧, 𝑎) ≠ 𝑄̃𝜂𝜓(𝑧, 𝑎) and 𝑄𝜂𝜓(𝑧, 𝑖, 𝑎) ≠ 𝑄̃𝜂𝜓(𝑧, 𝑖, 𝑎):

‖𝑄𝜂𝜓 − 𝑄̃𝜂𝜓‖
𝑑𝜂𝜓

≤ 𝒪︀(𝔼𝑑𝜂𝜓[‖𝑏(· |ℎ, 𝑖) − 𝑏̂(· |𝑧, 𝑖)‖]),

which becomes zero for 𝑖 = 𝑠.

This critic error shows up in the finite-time bound on the policy suboptimality.
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Under Untruncated Partial Observability

Theoretical Insights into Informed Value Estimation
for Asymmetric Recurrent Natural Actor-Critic

Anonymous Author(s)
Affiliation
Address
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Abstract

In partially observable environments, reinforcement learning agents must act based1

on incomplete or noisy observations. While asymmetric actor-critic methods2

empirically improve learning, their theoretical properties with recurrent function3

approximators remain largely unexplored. We generalize the Recurrent Natu-4

ral Actor-Critic (Rec-NAC) algorithm to the asymmetric setting, where a state-5

conditioned privileged signal is available only during training and is used by the6

critic. Both actor and critic consist of a recurrent encoder of the observable history7

followed by a linear head; the critic’s head is learnable and integrates the privileged8

signal, while the actor does not. By adapting the finite-time and finite-width analy-9

sis of policy evaluation via recurrent temporal-difference learning to this setting,10

we uncover a fundamental trade-off: informed value estimation reduces the vari-11

ance of the critic’s regression target and lowers the asymptotic error floor, but also12

enlarges the hypothesis class, increasing statistical complexity. We further analyze13

the resulting recurrent natural policy-gradient update and show that the critic’s use14

of privileged signals induces an information mismatch in the actor’s compatible15

function regression. Our results characterize when privileged information improves16

value estimation and its implications for policy learning.17

1 Introduction18

In many real-world reinforcement learning problems, the true state of the environment is not directly19

observable. Instead, agents must make decisions based on partial or noisy observations of the20

underlying system. The partially observable Markov decision process (POMDP) formalism [1]21

models this setting, where optimal policies depend on histories of observations and actions rather22

than just the last state. Since agents may need to rely on the entire interaction history to act optimally23

[2], recurrent neural networks (RNNs) provide a natural parameterization of such history-dependent24

policies by encoding histories into a fixed-size latent representation [3–7]. However, learning in these25

settings is often sample-inefficient due to the large history space and possibly suboptimal due to26

sparse reward-based supervision.27

Asymmetric actor-critic methods mitigate this limitation by granting the critic access to privileged28

signals during training, while constraining the actor to use only histories of past observations and29

actions. This asymmetry should enable more accurate value estimation and improve policy updates,30

and has demonstrated strong empirical performance across domains [8–12]. Early asymmetric31

formulations with critics conditioning solely on the environment’s full state [12] generally induce32

biased policy gradients [13]. Subsequent work resolves this issue by introducing history-state value33

functions that explicitly condition on both the history and state, yielding unbiased gradients [13].34

In practice, many training environments lie between the extremes of full-state observability and no35

privileged signals [14]: some internal variables, such as auxiliary measurements, forecasts, features,36

or simulator proxies, that correlate with the unobservable state without fully revealing it, may be37

Submitted to 40th Conference on Neural Information Processing Systems (NeurIPS 2026). Do not distribute.

Informed Asymmetric Actor-Critic:
Leveraging Privileged Signals Beyond Full-State Access

Daniel Ebi 1 Damien Ernst 2 Klemens Böhm 1 Gaspard Lambrechts 3 4

Abstract
Asymmetric reinforcement learning leverages
privileged information available during training to
improve learning under partial observability. Ex-
isting asymmetric actor-critic methods typically
assume access to the full environment state to
condition the critic during training, which is of-
ten unrealistic in practice. We introduce the in-
formed asymmetric actor-critic framework that
allows the critic to be conditioned on arbitrary
state-dependent privileged signals, and show that
any such signal yields unbiased policy gradient
estimates. This substantially expands the set of
admissible privileged information and raises the
problem of selecting the most informative signals
for learning. To this end, we propose two novel
informativeness criteria: a dependence-based test
that can be applied prior to training, and a test
based on improvements in value prediction that
can be applied post hoc. Experiments on par-
tially observable benchmarks and synthetic envi-
ronments demonstrate that carefully selected priv-
ileged signals can match or outperform full-state
asymmetric baselines while relying on strictly less
state information.

1. Introduction
Reinforcement learning (RL) has emerged as a powerful tool
for optimizing control policies in various domains, including
heating, ventilation, and air conditioning systems (al Sayed
et al., 2024), energy systems (François-Lavet et al., 2016;
Ebi et al., 2024), autonomous driving (Sallab et al., 2017),
and robotics (Tang et al., 2025). However, many real-world

1Department of Computer Science, Karlsruhe Institute of Tech-
nology, Karlsruhe, Germany 2Montefiore Institute, University of
Liège, Liège, Belgium 3Department of Electrical and Computer
Engineering, McGill University, Montreal, Canada 4Mila - Québec
Artificial Intelligence Institute, Montreal, Canada. Correspondence
to: Daniel Ebi <daniel.ebi@kit.edu>.

Proceedings of the 43 rd International Conference on Machine
Learning, Seoul, South Korea. PMLR 306, 2026. Copyright 2026
by the author(s).

applications involve partial observability, where agents must
make decisions based on incomplete and noisy observations.
This setting is formalized by partially observable Markov de-
cision processes (POMDPs) (Kaelbling et al., 1998), where
optimal actions depend on the history of past observations
and actions.

To address this, RL methods for fully observable settings
have been adapted by learning history-dependent policies,
typically using recurrent neural networks (RNNs) that en-
code observation-action sequences (Bakker, 2001; Wier-
stra et al., 2010; Hausknecht & Stone, 2015; Zhang et al.,
2016; Zhu et al., 2017; Cayci & Eryilmaz, 2025). Many ap-
proaches compress these sequences into compact latent rep-
resentations by introducing auxiliary learning objectives (Igl
et al., 2018; Buesing et al., 2018; Guo et al., 2018; Gregor
et al., 2019; Han et al., 2020; Guo et al., 2020; Lee et al.,
2020; Subramanian et al., 2022; Ni et al., 2024). While
these methods can, in principle, learn optimal policies, they
assume the same level of observability during training and
execution, restricting policy learning to the limited informa-
tion available at deployment. Yet, in practice, this assump-
tion is unnecessarily restrictive and possibly suboptimal.
Many training environments provide additional information
that is unavailable or impractical to access during execution,
including multi-view sensory input in robotics (Pinto et al.,
2018), simulator states available during training in simu-
lation, expert policies, and external knowledge obtained
from foundation models by querying representations con-
ditioned on observations and eventual additional context.
These signals do not necessarily correspond to the full state
or satisfy the Markov property, yet they can provide useful
information for improving learning.

Several approaches have explored the use of privileged in-
formation. For example, some methods train privileged
expert policies conditioned on the true state and then imitate
them (Choudhury et al., 2018). However, these methods
often lack theoretical guarantees and may lead to subop-
timal policies in POMDPs (Warrington et al., 2021). To
mitigate this, Warrington et al. (2021) propose constraining
the expert policy to yield an optimal policy under partial
observability. Another line of work exploits privileged in-
formation in model-based RL by constructing world models

1

21/42



Informed Actor Critic

The informed Q-function is 𝑄𝜂(ℎ, 𝑖, 𝑎) = 𝔼𝜂[𝐺𝑡 | 𝐻𝑡 = ℎ, 𝐼𝑡 = 𝑖,𝐴𝑡 = 𝑎].

Thm. 2: 𝑄𝜂(ℎ, 𝑖, 𝑎) is unbiased (Ebi et al., 2026).

𝑄𝜂(ℎ, 𝑎) = 𝔼[𝑄𝜂(𝐻, 𝐼, 𝐴) | 𝐻 = ℎ,𝐴 = 𝑎]

Thm. 3: 𝑄𝜂(ℎ, 𝑖, 𝑎) uniquely solves a Bellman equation (Ebi et al., 2026).

𝑄𝜂(ℎ, 𝑖, 𝑎) = 𝔼𝜂[𝑅𝑡 + 𝛾𝑄𝜂(𝐻𝑡+1, 𝐼𝑡+1, 𝐴𝑡+1) | 𝐻𝑡 = ℎ, 𝐼𝑡 = 𝑖,𝐴𝑡 = 𝑎]

Thm. 4: 𝑄𝜂𝜓(ℎ, 𝑖, 𝑎) is valid in the policy gradient (Ebi et al., 2026).

∇𝜓𝐽(𝜂𝜓) = 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝐻𝑡, 𝐼𝑡, 𝐴𝑡)∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)]
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Informed Policy Gradient Theorem

∇𝜓𝐽(𝜂𝜓) = 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝐻𝑡, 𝐴𝑡)∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)]

= 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝔼𝜂𝜓 [𝐺𝑡 | 𝐻𝑡, 𝐴𝑡]∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)]

= 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝔼𝜂𝜓 [𝐸𝜂𝜓 [𝐺𝑡 | 𝐻𝑡, 𝐼𝑡, 𝐴𝑡] | 𝐻𝑡, 𝐴𝑡]∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)]

= 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝔼𝜂𝜓 [𝑄𝜂𝜓(𝐻𝑡, 𝐼𝑡, 𝐴𝑡) | 𝐻𝑡, 𝐴𝑡]∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)]

= 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝔼𝜂𝜓[𝑄𝜂𝜓(𝐻𝑡, 𝐼𝑡, 𝐴𝑡)∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡) | 𝐻𝑡, 𝐴𝑡]]

= 𝔼𝜂𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜂𝜓(𝐻𝑡, 𝐼𝑡, 𝐴𝑡)∇𝜓 log 𝜂𝜓(𝐴𝑡|𝐻𝑡)].
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Justification for Informed Actor-Critic

If any 𝐼(· |𝑠) can be used, which one should we use? And why would it help?

First insight: the regression target for the critic (MC or TD) has less variance.

𝕍[𝐺𝑡 | 𝐻𝑡 = ℎ,𝐴𝑡 = 𝑎] ≥ 𝔼[𝕍[𝐺𝑡 | 𝐻𝑡, 𝐼𝑡, 𝐴𝑡] | 𝐻𝑡 = ℎ,𝐴𝑡 = 𝑎]
→ Could help because it reduces the variance of the return?

Second insight: the policy gradient has higher variance.

𝕍[𝔼[𝐺𝑡 | 𝐻𝑡 = ℎ,𝐴𝑡 = 𝑎]∇𝜓 log 𝜂𝜓(𝑎|ℎ)]

  ≤ 𝕍[𝔼[𝐺𝑡 | 𝐻𝑡 = ℎ, 𝐼𝑡, 𝐴𝑡 = 𝑎]∇𝜓 log 𝜂𝜓(𝑎|ℎ)]
→ Could help because it increases the variance of the policy gradient?

⇒ Variance is transferred from the critic estimation to the gradient estimation.

Trade bias-variance in policy gradient while reducing variance in critic target?
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Under Full Observability
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Abstract

Actor-critic methods optimize a parametrized policy using a critic to estimate their
policy gradient. Recent works have shown that conditioning the critic on features
of future states, actions, or rewards can improve returns and/or sample efficiency.
However, existing methods are restricted to exogenous features (independent of
actions), overlooking the endogenous features (dependent on actions) that may
be crucial for credit assignment. We introduce the future-informed value func-
tion, which can be conditioned on both exogenous and endogenous features of
future states, actions, or rewards. Then, we express the policy gradient using this
value function, yielding the future-informed policy gradient. Building on that, we
propose a future-informed actor-critic algorithm. Empirical results show that our
method with endogenous features can outperform standard actor-critic algorithms
in environments with noisy and sparse rewards.

1 Introduction

A central component of actor-critic (AC) methods is the critic, a function approximator of a value
function that reduces the variance of policy-gradient (PG) estimates at the price of an estimation bias.
Recent work proposes to condition a critic on additional information available during training. In
particular, Mesnard et al. [2021] and Sinclair et al. [2023] condition a critic on features of future
states and rewards. They empirically demonstrate improvements in return and/or sample efficiency
in some environments. To ensure unbiased policy gradients, these methods restrict the additional
information to exogenous features (independent of actions). However, hindsight credit-assignment
methods [Harutyunyan et al., 2019, Ramesh et al., 2026], which reweight rewards through a learned
hindsight action distribution, show that endogenous features (dependent on actions) of future states,
actions, and/or rewards are valuable for credit assignment. These methods nevertheless do not use the
endogenous features to condition the critic. The closest attempt to condition a critic on endogenous
features is Guez et al. [2020], which conditions a critic on features of future states. Using such a critic
as a baseline in advantage estimation is nevertheless biased; they therefore predict those features from
the current state and feed the prediction to a standard value function for their advantage estimations.

In this work, we propose a method to condition a critic on both endogenous and exogenous features of
future states, actions, and rewards, and use it in the PG without introducing a bias. We first introduce
a future-informed value function Fω, which represents the expected sum of future rewards given
a state, an action, and an arbitrary feature of future states, actions, and rewards. Then, we express
the PG as a function of Fω, resulting in the future-informed policy gradient (FIPG) expression.
Moreover, for particular choices of features, Fω admits closed-form expressions matching the value
estimates used by popular AC algorithms. Under an assumption on the rewards, we show that Fω is
the unique fixed point of a ω-contractive operator. Combining the FIPG with a temporal difference

40th Conference on Neural Information Processing Systems (NeurIPS 2026). Workshop: Second Workshop on ML!OR.
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Future-Informed Q-function

Leveraging additional information is not restricted to POMDPs. Indeed,

• In a POMDP, the history ℎ is sufficient for control, and Markovian,

• In an MDP, the state 𝑠 is sufficient for control, and Markovian.

→ What information about the return could we leverage in MDP? The future.

Def. 3: Future-informed Q-function.

The future-informed Q-function of a policy 𝜋 is defined as,3

𝑄𝜋(𝑠, 𝑎, 𝑓) = 𝔼𝜋[𝐺𝑡 | 𝑆𝑡 = 𝑠,𝐴𝑡 = 𝑎, 𝐹𝑡 = 𝑓]
with 𝐹𝑡 any random variable on the probability space of (𝑆𝑡+1:∞, 𝐴𝑡+1:∞).

NB: Both 𝜋 and 𝐹𝑡 condition the distribution of 𝐺𝑡 and its expectation.

3While this talk assumes deterministic rewards 𝑟𝑡 = 𝑅(𝑠𝑡, 𝑎𝑡), the paper generalizes this 
to stochastic rewards and features 𝐹𝑡 of the future states, actions and rewards.
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Future-Informed Actor-Critic

Reminder: 𝑄𝜋(𝑠, 𝑎, 𝑓)=𝔼𝜋[𝐺𝑡|𝑆𝑡 =𝑠,𝐴𝑡 =𝑎, 𝐹𝑡 =𝑓].

Thm. 5: 𝑄𝜂(𝑠, 𝑎, 𝑓) is unbiased (Mokeddem et al., 2026).

𝑄𝜋(𝑠, 𝑎) = 𝔼𝜋[𝑄𝜋(𝑆𝑡, 𝐴𝑡, 𝐹𝑡) | 𝑆𝑡 = 𝑠,𝐴𝑡 = 𝑎].

Thm. 6: 𝑄𝜂(𝑠, 𝑎, 𝑓) uniquely solves a Bellman equation (Mokeddem et al., 2026).

𝑄𝜋(𝑠, 𝑎, 𝑓) = 𝔼𝜋[𝑅(𝑆𝑡, 𝐴𝑡)+𝛾𝑄𝜋(𝑆𝑡+1, 𝐴𝑡+1, 𝐹𝑡+1) |𝑆𝑡 =𝑠,𝐴𝑡 =𝑎, 𝐹𝑡 =𝑓].

Thm. 7: The policy gradient is writable with 𝑄𝜂𝜓(𝑠, 𝑎, 𝑓) (Mokeddem et al., 2026).

∇𝜓𝐽(𝜋𝜓) = 𝔼𝜋𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜋𝜓(𝑆𝑡, 𝐴𝑡, 𝐹𝑡)∇𝜓 log 𝜋𝜓(𝐴𝑡|𝑆𝑡)].
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Relation to Existing Methods

⇒ As in POMDPs, variance is transferred from the critic to the policy.

Trade bias-variance in policy gradient while reducing variance in critic target?

Rem. 1: 𝑄𝜋𝜓(𝑠, 𝑎, 𝑓) generalizes existing advantage estimators.

∇𝜓𝐽(𝜋𝜓) = 𝔼𝜋𝜓[∑
∞

𝑡=0
𝛾𝑡𝑄𝜋𝜓(𝑆𝑡, 𝐴𝑡, 𝐹𝑡)∇𝜓 log 𝜋𝜓(𝐴𝑡|𝑆𝑡)]

Name Feature 𝑓𝑡 Estimator 𝑄𝜋𝜓(𝑠𝑡, 𝑎𝑡, 𝑓𝑡)

Critic ∅ 𝑄𝜋𝜓(𝑠𝑡, 𝑎𝑡)
TD (𝑟𝑡, 𝑠𝑡+1) 𝑟𝑡 + 𝛾𝑉 𝜋𝜓(𝑠𝑡+1)
TD-n (𝑟𝑡,…, 𝑟𝑡+𝑛, 𝑠𝑡+𝑛+1) ∑𝑛

𝑘=0 𝛾𝑘𝑟𝑡+𝑘 + 𝛾𝑛+1𝑉 𝜋𝜓(𝑠𝑡+1)
Reinforce (𝑟𝑡, 𝑟𝑡+1, 𝑟𝑡+2,…) ∑∞

𝑘=0 𝛾𝑘𝑟𝑡+𝑘

…? (𝑠𝑡,…, 𝑠𝑡+𝑛+1) ∑𝑛
𝑘=0 𝛾𝑘𝑅(𝑠𝑡) + 𝛾𝑛+1𝑉 𝜋𝜓(𝑠𝑡+1)
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Open Research Questions

• 1. With existing 𝑓𝑡’s, is it better to learn 𝑉 𝜋𝜓(𝑠) / 𝑄𝜋𝜓(𝑠, 𝑎) or 𝑄𝜋𝜓(𝑠, 𝑎, 𝑓)?
• 2. Is there new 𝑓𝑡’s that could provide better learning?
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Fig. 10: FIAC with various features 𝑓𝑡 (called 𝑧𝑡 here) and classical baselines.

Conclusions:

• Asymmetric actor-critic can be effective in POMDPs and in MDPs.

• It is not clear why, but we are making progress.

• It is a generalization of existing methods.
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An Asymmetric World Model



Uninformed and Informed Dreamer
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Fig. 11: Uninformed Dreamer and Informed Dreamer Models.
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Reinformed Dreamer
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Fig. 12: Reinformed Dreamer Model.
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Imagination and Execution
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Fig. 13: Imagination and Execution.
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Varying Mountain Hike
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Fig. 14: Uninformed, Informed and Reinformed in Varying Mountain Hike.
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PopGym Suite
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Fig. 15: Uninformed, Informed and Reinformed in Pop Gym.
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Velocity Control
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Fig. 16: Uninformed, Informed and Reinformed in Velocity Control.
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Conclusions



Conclusions

Don’t make the problem harder than it is.

Consider all available information at training.

A warm thank to my coauteurs Adrien Bolland, Daniel Ebi, Samy 

Mokeddem and Edward Hu, along with my supervisors Aditya 

Mahajan and Damien Ernst, for their help on these projects.
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