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Maximum Entropy RL
MaxEntRL seeks a policy π that maximizes

L(π) = Eπ

[ ∞∑
t=0

γt
(
R(st, at) + λRint(st, at)

)]
.

Generic formulation of the intrinsic reward, for a feature space Z , a conditional distribution
qπ : S ×A → ∆(Z), and a relative measure q∗,

Rint(s, a) = −KLz [qπ(z|s, a)‖q∗(z)] = E
z∼qπ(·|s,a)

[log q∗(z)− log qπ(z|s, a)] .

Most existing objectives are recovered by choosing qπ.

I Policy entropy, qπ(z|s, a) = π(z|s) [1, 2].

I State entropy, qπ(z|s, a) = dπ,γ(z) the marginal visitation [3, 4].

I Ours, qπ(z|s, a) is the visitation of future features.

Research Question

What is the best MaxEntRL objective that
I allows long-term exploration,
I can be computed off-policy,
I is simple to implement and apply?

MaxEntRL with Visitation Measures
Let us define the conditional visitation measure

dπ,γ(s̄, ā|s, a) = (1− γ)π(ā|s̄)
∞∑

∆=1

γ∆−1pπ∆(s̄|s, a) ,

where pπ∆ is the transition probability in ∆ time steps with the policy π. It measures the
states and actions visited in the future, starting from s and a.

Definition

Let us consider the feature space Z and a feature distribution h : S ×A → ∆(Z). The
intrinsic reward is defined, for any relative measure q∗, with conditional distribution

qπ(z|s, a) =

ˆ
h(z|s̄, ā)dπ,γ(s̄, ā|s, a) ds̄ dā .

Any RL algorithm can then be applied with the (pseudo) reward

Rint(st, at) = log q∗(zt)− log qπ(zt|st, at) ,
where zt ∼ qπ(·|st, at).
Theorem

For any policy π and any relative measure q∗, the visitation measures satisfy

E
s,a∼dπ,γ(·,·)

[−KLs̄,ā [dπ,γ(s̄, ā|s, a) ‖ q∗(s̄, ā)]]

≤ −KLs̄,ā [dπ,γ(s̄, ā) ‖ q∗(s̄, ā)] + L

√
2KLs̄,ā

[
dπ,γ(s̄, ā) ‖ d̃π,γ(s̄, ā)

]
,

where L is finite and d̃π,γ(s̄, ā) = Es,a∼dπ,γ(·,·) [dπ,γ(s̄, ā|s, a)].

The new objective lower bounds the objective with marginal visitation, and the slack vanishes
when initial states are close to stationary.

Learning Conditional Visitation Models

Theorem

The conditional feature visitation qπ is the unique fixed point of the γ-contraction

Pπq(z|s, a) = E
s′∼p1(·|s,a)
a′∼π(·|s′)

[(1− γ)h(z|s′, a′) + γ q(z|s′, a′)] .

As in [5], two obstacles remain.

I the operator is intractable, so a function approximator qψ approximates its fixed point,

I minimizing the residual requires the transition function.

In practice, we solve the (amortized) minimum cross-entropy problem

arg min
ψ

E
s,a∼µ(·,·)

z̄∼(Pπ)Nqψ(·|s,a)

[− log qψ(z̄|s, a)] .

The distribution (Pπ)Nqψ(z̄|s, a) is a mixture

(Pπ)Nqψ(z̄|s, a) =

 N∑
∆=1

(1− γ)γ∆−1 E
s′∼pπ∆(·|s,a)
a′∼π(·|s′)

[h(z̄|s′, a′)]

 + γN E
s′∼pπN(·|s,a)
a′∼π(·|s′)

[qψ(z̄|s′, a′)] ,

where a horizon ∆ is drawn from a geometric distribution of parameter 1− γ, and then

I Monte-Carlo, sample z̄ ∼ h(·|s′, a′) if ∆ ≤ N ,

I Bootstrapping, sample z̄ ∼ qψ(·|s′, a′) otherwise.

Importance weights introduce a behavior policy β, which makes the estimation off-policy,
and a pseudo discount factor γ′, which rebalances the mixture.

Algorithm
Soft actor-critic is adapted with three changes.

I The buffer stores N-step transitions.

I The model qψ is learned by SGD with target networks.

I The critic target uses R + λRint.

We compare three exploration strategies sharing this backbone.

I SAC, entropy of the policy [2].

I MV, entropy of the marginal visitation [4].

I CV, entropy of the conditional visitation (ours).

Experimental Results

Experimental Setting

I Explore and control 27 MiniGrid environments [6].

I The feature is the agent’s position, and q∗ is uniform.

I Interquartile mean over 5 runs with 95% confidence intervals.

Two metrics quantify the quality of exploration,

marginal −KLz [dπ,γ(z) ‖ q∗(z)] ,

trajectory − E
s0∼p0(·)

[KLz [dπ,γ(z|s0) ‖ q∗(z)]] .

The first measures diversity across episodes, the second within individual episodes.

MiniGrid Exploration and Control
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Fig 1. Learning curves for two representative environments, with a random initial state
(top) and a fixed initial state (bottom). Exploration policies are computed for the two
entropies (left, center), and MaxEntRL control policies for the return (right).

Observations

I No method dominates, and both CV and MV improve over SAC.

I CV converges faster, likely thanks to off-policy reward estimation.

I MV ends slightly higher on marginal entropy, CV close behind, as the bound suggests.

I Within trajectories, CV and MV often reach a similar entropy.

I MV ends slightly ahead when the initial state is fixed.

I Our pseudo discount factor γ′ favors stability over final entropy.

I CV ends ahead when the initial state is random, where the objectives truly differ.

I Control performance ends similar, with faster learning in some environments.

Conclusion

Takeaways

I We introduced an intrinsic reward based on the visitation measure of future features.
I It lower bounds the objective with marginal visitation.
I Its fixed-point structure enables off-policy TD-style estimation.
I It often improves within-trajectory exploration and speeds up convergence.

It remains difficult to say which exploration is best. Maximizing an entropy is one objective
among many, the question stays open, and our objective is a valid alternative.

Concurrently, [7] developed a related intrinsic reward on future states.

Open Question

According to you, what and how should we explore?

References
[1] B. D. Ziebart et al. “Maximum entropy inverse reinforcement learning”. In: AAAI. 2008.

[2] T. Haarnoja et al. “Soft actor-critic: Off-policy maximum entropy deep reinforcement learning with a stochastic actor”. In: ICML. 2018.

[3] E. Hazan et al. “Provably efficient maximum entropy exploration”. In: ICML. 2019.
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