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Asymmetric Learning
Partial observability is already more realistic than full observability. However, additional 
information may be available during training.

Decision Process Execution Training

MDP

POMDP

Informed POMDP

Examples of additional information: simulator state, trajectory in hindsight, additional 
sensors, additional viewpoints, observations of other agents, etc.

Informed POMDP
An informed POMDP 𝒫̃︀ = (𝒮︀, 𝒜︀, ℐ︀, 𝒪︀, 𝑃 , 𝑇 , 𝑅, 𝐼, 𝑂̃, 𝛾) provides informations 𝑖𝑡 ∼ 𝐼(· |𝑠𝑡) 
and observations 𝑜𝑡 ∼ 𝑂̃(· |𝑖𝑡). The history at time 𝑡 is ℎ𝑡 = (𝑜0, 𝑎0, …, 𝑜𝑡) ∈ ℋ︀.
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The objective is to find an optimal policy 𝜂∗ ∈ argmax𝜂:ℋ︀→Δ(𝒜︀) 𝔼𝜂[∑∞
𝑡=0 𝛾𝑡𝑟𝑡] from inter­

action samples (𝑖0, 𝑜0, 𝑎0, 𝑟0, …, 𝑖𝑡, 𝑜𝑡).

Informed Dreamer
The Informed Dreamer [1] generalizes the Uninformed Dreamer [2] by learning an 
informed world model 𝑝𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡) with the following latent variable model.
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pêϕ

e e e
qeϕ

o o oa a

i i ir r/
prϕ piϕ

–KL

𝑒𝑘 ∼ 𝑞𝑒
𝜑(𝑒𝑘 | 𝑧𝑘, 𝑜𝑘),  𝑘 ≤ 𝑡

𝑧𝑘+1 = 𝑢𝜑(𝑧𝑘, 𝑒𝑘, 𝑎𝑘),  𝑘 ≤ 𝑡

𝑒𝑡+1 ∼ 𝑝𝑒
𝜑(𝑒𝑡+1 | 𝑧𝑡+1)

𝑟̂𝑡 ∼ 𝑝𝑟
𝜑(𝑟̂𝑡 | 𝑧𝑡+1, 𝑒𝑡+1)

𝑖̂𝑡+1 ∼ 𝑝𝑖
𝜑(𝑖̂𝑡+1 | 𝑧𝑡+1, 𝑒𝑡+1)

Using a latent policy 𝜋𝜃(𝑎𝑡 | 𝑧𝑡, 𝑒𝑡) enables latent imagination without decoding obser­
vations or informations. At execution, latent variables are obtained by the encoder 𝑞𝑒

𝜑.

Informed Evidence Lower Bound
The world model is trained by maximizing the informed evidence lower bound,

ELBÕ𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡) = 𝔼
𝑂̃(𝑜𝑡+1|𝑖𝑡+1)

[ 𝔼
𝑞𝜑(𝑒0:𝑡+1 | ℎ𝑡+1)

[log 𝑝𝑟,𝑖
𝜑 (𝑟𝑡, 𝑖𝑡+1 | 𝑧𝑡+1, 𝑒𝑡+1)

− KL (𝑞𝑒
𝜑(· | 𝑧𝑡+1, 𝑜𝑡+1) ‖ 𝑝𝑒

𝜑(· | 𝑧𝑡+1))]].

Informational Gap
The informed ELBO is a generally loose lower bound,

ELBÕ𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡) = log 𝑝𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡)

− 𝔼
𝑂̃(𝑜𝑡+1|𝑖𝑡+1)

[KL (𝑞𝜑(𝑒0:𝑡+1 | ℎ𝑡, 𝑎𝑡, 𝑜𝑡+1) ∥ 𝑝𝜑(𝑒0:𝑡+1 | ℎ𝑡, 𝑎𝑡, 𝑟𝑡, 𝑖𝑡+1))]
⏟

cannot be canceled in general

,

where 𝑝𝜑(𝑒0:𝑡+1 | ℎ𝑡, 𝑎𝑡, 𝑟𝑡, 𝑖𝑡+1) is the true posterior of the latent variable model.

The KL term reveals a known conditioning gap [3], inherent to the recurrence of 𝑞𝜑, but 
also an informational gap: 𝑞𝜑 is conditioned on 𝑜𝑡+1 but not on (𝑟𝑡, 𝑖𝑡+1).

Take-away. When is the Informed Dreamer useful?

We hypothesize that it does not benefit from 𝑖 having more information than 𝑜 about 
𝑠, but from 𝑖 having less irrelevant information (noise) than 𝑜 about 𝑠.
• If 𝑜𝑡+1 carries no information about 𝑖𝑡+1, no information about 𝑖𝑡+1 comes from the 

encoder, and the distribution collapses to the best decoder fit.
• If 𝑜𝑡+1 carries all information about 𝑖𝑡+1, the bound can become tight, and the 

distribution may be correctly approximated.

The simplicity and effectiveness of the Informed Dreamer still motivate its use. But how 
to fully leverage the available additional information?

Reinformed Dreamer
In the Reinformed Dreamer, we use a privileged encoder 𝑞𝑒

𝜑(𝑒𝑡+1 | 𝑧𝑡+1, 𝑖𝑡+1) alongside 
the unprivileged encoder 𝑞𝑒

𝜑(𝑒𝑘 | 𝑧𝑘, 𝑜𝑘) needed at execution, to tighten the gap.
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𝑒𝑘 ∼ 𝑞𝑒
𝜑(𝑒𝑘 | 𝑧𝑘, 𝑜𝑘),  𝑘 ≤ 𝑡

𝑧𝑘+1 = 𝑢𝜑(𝑧𝑘, 𝑒𝑘, 𝑎𝑘),  𝑘 ≤ 𝑡

𝑒𝑡+1 ∼ 𝑝𝑒
𝜑(𝑒𝑡+1 | 𝑧𝑡+1, 𝑖𝑡+1)

𝑒𝑡+1 ∼ 𝑝𝑒
𝜑(𝑒𝑡+1 | 𝑧𝑡+1)

𝑟̂𝑡 ∼ 𝑝𝑟
𝜑(𝑟̂𝑡 | 𝑧𝑡+1, 𝑒𝑡+1)

𝑖̂𝑡+1 ∼ 𝑝𝑖
𝜑(𝑖̂𝑡+1 | 𝑧𝑡+1, 𝑒𝑡+1)

Note that the imagination process and policy deployment remain unchanged.

Reinformed Evidence Lower Bound
The privileged encoder gives the reinformed ELBO, tight, up to the conditioning gap [3],

ELBO𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡) = 𝔼
𝑞𝜑(𝑒0:𝑡,𝑒𝑡+1 | ℎ𝑡,𝑎𝑡,𝑖𝑡+1)

[log 𝑝𝑟,𝑖
𝜑 (𝑟𝑡, 𝑖𝑡+1 | 𝑧𝑡+1, 𝑒𝑡+1)

− KL (𝑞𝑒
𝜑(· | 𝑧𝑡+1, 𝑖𝑡+1) ‖ 𝑝𝑒

𝜑(· | 𝑧𝑡+1))].

Latent Guidance
Finally, the unprivileged encoder is trained to match the prior distribution, which itself is 
trained to match the privileged distribution, which we refer to as latent guidance.

ELBO+
𝜑(𝑟𝑡, 𝑖𝑡+1 | ℎ𝑡, 𝑎𝑡) = 𝔼𝑞𝜑(𝑒0:𝑡,𝑒𝑡+1 | ℎ𝑡,𝑎𝑡,𝑖𝑡+1)[log 𝑝𝑟,𝑖

𝜑 (𝑟𝑡, 𝑖𝑡+1 | 𝑧𝑡+1, 𝑒𝑡+1)

− KL (𝑞𝑒
𝜑(· | 𝑧𝑡+1, 𝑖𝑡+1) ‖ 𝑝𝑒

𝜑(· | 𝑧𝑡+1))

−𝔼𝑂̃(𝑜𝑡+1|𝑖𝑡+1)[KL (𝑞𝑒
𝜑(· | 𝑧𝑡+1, 𝑜𝑡+1) ‖ 𝑝𝑒

𝜑(· | 𝑧𝑡+1))]].

Results
We evaluate against the Uninformed Dreamer, the Informed Dreamer, and the Scaffolder 
[4] in the Mountain Hike, Pop Gym and Velocity Control environments.
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Figure 2: Varying Mountain Hike
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Figure 3: Pop Gym
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Figure 4: Velocity Control

The Reinformed Dreamer improves more consistently, with a 20% overhead compared to 
the Uninformed Dreamer and the Informed Dreamer, versus 100% for the Scaffolder.

Conclusion

We improve latent world modeling with privileged information through a 
privileged encoder guiding an unprivileged encoder in latent space.
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